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● Parachute column bit-widths ∈ {2, 4, 8, 16}.
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JOB: #DanglingTuples & Exec. Time 
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Build Overhead

● JOB: Parachute’s build amortizes in the 4th run.
● CEB: The overhead is amortized already in the 1st run.
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Future Work

● Parachute columns ~ “cached bloom filters”:

⇒ Parachute columns can be used for partition pruning — think zonemaps.

● Instance-optimized parachute columns.

⇒ Check out string fingerprints in AIDB’25 ⇒ 🚀 1.36x faster LIKE scans.

📖 @utndatasystems/parachute
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JOB on DuckDB v0.9: 🪂 Parachute vs. RPT 
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Update Overhead

● DuckDB v1.2 runs UPDATE single-threaded.

⇒ JOIN is not the main bottleneck.
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Information Flow

● Formalization:

● Precedence Relation:
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🪂 Parachute’s String Fingerprints
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1. Partition the letter space in a fixed number of bins.
2. Compute a bitmask of bin indices


